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Hardware, abstract, process flow

CUDA Basics



1.

2.

1.

2.

Physical HW

GPU = SMs (streaming multiprocessors)

SM = CUDA cores, e.g. Ampere arch SM = 128 cores

Abstract

1 thread = 1 CUDA core

32 threads = 1 warp (bc. memory fetch unit)
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overview

Physical hardware

•

•

•

•

•

Processing unit

SM → SPs

SP (CUDA Core): Single-precision (FP32)

Memory

Register：Fastest, private, small size.

Shared Memory：Fast, shared across threads in

SM.

Global：Slowest, public to all, largest capacity

Cache Hierarchy

Global → L2 → L1 → Register/Share
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Thread → A CUDA core.

Block → Threads(<1024) assigned to a SM. (share resource)

Grid → Blocks assigned to a function.

Abstract view
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example code

Abstract view

Count required threads

Set thread shape

•

•

__global__ → CPU, GPU visible

dim3 → cuda data type for thread shape
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CUDA Process flow
Basics

Step 1

Memory Copy

Step 2

GPU Execution

Step 3

Copy Back

1.

2.

CPU → GPU

GPU malloc

SIMT & SIMD

A thread for a DP

1.

2.

GPU → CPU

GPU free
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Thread indexing, kernel function

CUDA Program



Count thread index

Bottleneck

use tools to check API
calling time

Performance evaluateAdjust for memory

CUDA Program

design flow

Optimize or Compromise

the problem may or may
not fit coalesced style

Global or Local

design according to
problem
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Thread index

CUDA Program

•

•

Data size < 1024 → thread in a block

Data size > 1024 → thread across blocks

Global Indexing

Thread IDs restart from 0 each block.

Global thread index requires counting

(0,2,0) → local index

blockdim.x * blockidx.x + (0,-,-) → Global index
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example

Thread index

Global thread counts

Nested for → 2D block

(16,16) or (256) or (16,4,4)

All data need 1 block
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Initialize

Kernel function

1.

2.

Copy  parameters to thread registers

All thread has a copy

Allocate blocks to a function
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Access patterns, STFT Examples

Optimize memory



Access pattern

Memory

Dram global memory

dram ic fetch 128 bytes/time

thread is FP32 → 32 threads each memory unit

(so warp = 32 threads, unit of each operation)
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Coalesced access

Access pattern

32 threads match 32 address

need only 1 memory access

32 threads travel across 64 address

need 2 memory access

index continuous → coalesced
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Optimize on STFT design

Inside for loop

Could accelerate with CUDA

Example

Find

Segments

Window & FFT

Segments
Transpose
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Optimize on STFT design

Example

 Data size < block size → Threads in a block

Data Transfer back to CPU (Python)

Transpose

FFT

Window

Apply CUDA Toolkit cuFFT

Data size > block size → Global threads
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Non-coalescing

Example

Using local thread index

(bc fft_size = 256 < 1024)

Non-coalescing access for hop > 1

Continuous indexing → Coalescing access
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non-coalesced access
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Runtime, nvprof

Evaluation



Runtime

Signal

length
CUDA Python

1000
(data points)

0.00041(s) 0.000027(s)

10000
(data points)

0.00046(s) 0.000342(s)

100000
(data points)

0.00076(s) 0.003372(s)

1000000
(data points)

0.00434(s) 0.034968(s)

☑

☑

Paralleled

windowing
transpose

•
•

Parameters

hop size = 256
window length = 256
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nvprof Output
Memory copy from CPU to GPU → 31.94%

Memory allocation on GPU → 12.65% 23



•

•

hop size = 32

window size = 256

more parallel, with smaller hop size

Runtime
Signal

length
CUDA Python

1000
(data points)

0.000508(s) 0.000210(s)

10^4
(data points)

0.000697(s) 0.002519(s)

10^5
(data points)

0.003392(s) 0.027379(s)

10^6
(data points)

0.027439(s) 0.28058(s)

10^7
(data points)

0.251263(s) 2.819038(s)
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Runtime
Hop

Size
CUDA Python

256
(data points)

0.02621(s) 0.05317(s)

128
(data points)

0.02872(s) 0.08897(s)

64
(data points)

0.03443(s) 0.16025(s)

32
(data points)

0.04601(s) 0.30234(s)

16
(data points)

0.07297(s) 0.58617(s)

•

•

signal length = 10^6

window size = 256

more parallel, compare different hop size
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End
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